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Abstract—Accurate passenger counting is a key 

requirement for intelligent public transportation systems, as it 

supports fleet optimization, passenger comfort, and operational 

efficiency. Traditional counting methods, such as turnstiles or 

infrared sensors, often provide incomplete data, especially when 

passengers travel without registration or under crowded 

conditions. This paper proposes an embedded passenger 

counting system based on the YOLOv8n object detection model, 

deployed on a Raspberry Pi 5. The system was trained with the 

People Counting Dataset (PCDS) and evaluated after 100 and 

200 epochs. Embedded inference on 253 test images achieved 

consistently high accuracy: at 100 epochs, Precision of 0.982, 

Recall of 0.994, F1-score of 0.988, mAP@0.5 of 0.994, and 

mAP@0.5:0.95 of 0.798; at 200 epochs, Precision of 0.986, Recall 

of 0.996, F1-score of 0.991, mAP@0.5 of 0.996, and 

mAP@0.5:0.95 of 0.805. These results confirm the feasibility of 

deploying lightweight YOLO variants in resource-constrained 

edge devices for real-time passenger monitoring. The findings 

contribute to the advancement of smart mobility by validating 

the robustness of YOLOv8n in embedded environments and 

highlighting directions for future work, including latency and 

energy profiling in real bus operations. 

Keywords— YOLOv8n, Edge AI, Raspberry Pi 5, passenger 

counting, intelligent transportation systems, computer vision, 

embedded deployment. 

I. INTRODUCTION 

Public transportation plays a crucial role in urban mobility, 
offering affordable and sustainable travel options for millions 
of passengers daily. However, one of the persistent challenges 
faced by transit agencies is the lack of accurate, real-time 
information on passenger occupancy. Without reliable data, it 
becomes difficult to optimize fleet management, adjust 
schedules, or improve passenger comfort. Overcrowded buses 
reduce service quality and safety, while underutilized vehicles 
increase operational costs and inefficiency. 

Passenger counting is therefore a key component of 
intelligent transportation systems. By accurately monitoring 
the number of passengers, both seated and standing, transport 
operators can dynamically allocate resources, increase the 
number of buses on heavily congested routes, and reduce 
waiting times. In addition, such data is crucial for supporting 
city-level decision-making in terms of route planning, traffic 
management, and long-term mobility strategies. 

Some transit companies already rely on electronic 
turnstiles integrated with fare collection systems to estimate 
passenger demand. While useful, this approach does not fully 

reflect actual occupancy levels, since specific categories of 
passengers, such as elderly individuals, government 
authorities, or company employees, are allowed to travel 
without registering payment. As a result, the counting 
provided by turnstiles often underestimates the real number of 
passengers on board, limiting its effectiveness for operational 
decision-making. 

Traditional alternatives for passenger monitoring, such as 
infrared beams, pressure sensors, or manual counting, also fail 
to provide sufficient accuracy or contextual information. 
Recent advances in computer vision and artificial intelligence 
offer a promising alternative, enabling the automatic detection 
and classification of passengers using cameras embedded in 
buses. Combined with Edge AI devices, these solutions allow 
real-time processing at the point of data collection, reducing 
latency, preserving privacy, and minimizing dependence on 
cloud infrastructure. 

In this paper, we propose an embedded passenger counting 
system based on YOLO object detection, implemented on a 
Raspberry Pi 5. The system is designed to detect and classify 
passengers as seated or standing, triggered when bus doors are 
closed, and to transmit the aggregated information to a central 
monitoring system. This work aims to contribute to the 
development of cost-effective, scalable, and intelligent 
solutions for urban mobility, enhancing both service quality 
for passengers and operational efficiency for transport 
companies. 

II. RELATED WORKS

Artificial Intelligence (AI) has become a cornerstone of 
research in public transportation, driving improvements in 
operational efficiency, service reliability, and sustainability. 
Jevinger et al. [1] demonstrated that AI methods in public 
transport mainly contribute to prediction, state estimation, and 
resource allocation, with the potential to enhance fleet 
planning and passenger services. Similarly, Lukic 
Vujadinovic et al. [2] demonstrated that reinforcement 
learning can enhance headway regularity, thereby directly 
impacting passenger satisfaction and operational stability. 
Puzio et al. [3] analyzed the integration of AI and IoT in Polish 
smart cities, reporting reductions in congestion, CO₂ 
emissions, and travel times. Beyond these applications, Rong 
et al. [4] introduced the concept of Generative AI (AIGC) in 
Intelligent Transport Systems (ITS), stressing its potential to 
produce synthetic data for training and its risks regarding 
security and ethical reliability. Collectively, these works 
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demonstrate that AI offers both predictive capabilities and 
strategic management tools for modern mobility. 

While these studies emphasize strategic and systemic 
applications, recent research has highlighted the growing 
importance of edge computing to enable real-time inference. 
Surantha and Sutisna [5] argued that lightweight models such 
as quantized Tiny YOLO are essential to deploy object 
detection at the edge, particularly on devices like Raspberry 
Pi and Jetson, thus reducing latency and bandwidth 
consumption. Mittal [6] reinforced this view with a survey of 
lightweight detectors, identifying YOLO variants as 
particularly effective for resource-constrained environments. 
Compared to earlier cloud-dependent approaches [1]–[4], 
these studies mark a clear transition toward edge-enabled AI, 
where detection and decision-making occur locally, 
supporting privacy, energy efficiency, and resilience. 

In parallel, YOLO has become the dominant family of 
detectors applied to transportation. Quang et al. [7] proposed 
LEAF-YOLO, an edge-real-time model optimized for UAV 
imagery, achieving competitive accuracy (>30 FPS) while 
addressing the challenge of small-object detection in traffic 
surveillance. Nguyen et al. [8] provided a systematic 
comparison of YOLO versions from v3 to v8, showing that 
YOLOv5 and YOLOv8 outperform others in precision, IoU 
thresholds, and robustness across datasets relevant to road 
transportation. Building on this trend, Minh et al. [9] applied 
YOLOv8 for real-time traffic accident detection, confirming 
its ability to operate under diverse weather conditions, a 
critical factor for deployment in real-world traffic systems. 
These works confirm that YOLO offers a superior balance of 
accuracy and speed for ITS applications. 

Moreover, research has validated the feasibility of 
deploying YOLO on edge devices with limited resources. 
Okano et al. [10] demonstrated that YOLOv8 Nano can run 
on a CPU-only Raspberry Pi, maintaining reliable inference, 
which is an essential milestone for embedded AI in industrial 
and automotive contexts. Liang et al. [11] introduced Edge 
YOLO, combining edge–cloud cooperation to enhance 
detection in autonomous vehicles, demonstrating that even 
lightweight YOLO variants can meet the stringent 
requirements of latency and model size for embedded 
transportation platforms.

Taken together, the literature reveals a clear evolution: 
early works emphasized the integration of AI in transport 
planning and sustainability [1]–[4]; subsequent studies 
advanced edge AI and lightweight models [5], [6]; and the 
most recent research validated the deployment of YOLO-
based detectors in transportation scenarios [7]–[11]. However, 
a research gap remains: while YOLO has been proven 
effective in accident detection, UAV monitoring, and edge 
deployment, systematic integration into public passenger 
transport systems—such as real-time passenger counting, 
demand estimation, and operational feedback—is still 
underexplored. Addressing this gap is crucial to ensure that AI 
and edge-based YOLO implementations can transition from 
experimental prototypes to fully operational tools for public 
transportation optimization. 

Despite these advances, there is still limited evidence of 
systematic integration of AI, Edge AI, and YOLO into real-
world public passenger transport systems. Addressing this 
gap, our work proposes a lightweight YOLO-based solution 
embedded on edge devices to enable real-time passenger 

counting and operational feedback, thereby facilitating more 
innovative and more sustainable public transportation. 

III. MATERIALS AND METHODS

The experimental process was carefully planned and 
executed in four main stages: dataset selection and 
preparation, model training, evaluation, and deployment on an 
embedded edge device, ensuring that each step aligned to 
develop a real-time passenger detection system for public 
transportation. 

A. Dataset 

For this study, we employed the PCDS – People Counting 
DataSet [12], which contains RGB-D video sequences 
recorded at bus entrances under realistic operating conditions. 
The dataset was designed explicitly for passenger counting in 
public buses, including challenging scenarios with high-
density boarding and occlusion. From the dataset, we 
extracted a total of 10,696 annotated images, divided into 
training, validation, and test subsets as shown in Table I. 

TABLE I. DATASET PARTITIONING FOR YOLOV8 TRAINING AND 
EVALUATION 

Subset Images Percentage 

Training 9,934 92.9% 

Validation 
509 4.8% 

Testing 
253 2.3% 

Total 10,696 100% 

This partitioning was adopted to ensure that the models 
had sufficient data to learn robust detection patterns while 
preserving independent subsets for validation and testing. A 
larger proportion was allocated to training to maximize the 
diversity of teaching examples, which is crucial for deep 
learning models. The validation set was used for 
hyperparameter tuning and early stopping to prevent 
overfitting, while the independent test set was reserved for an 
unbiased final evaluation of model performance.  

B. Model Architecture 

We selected the YOLOv8 object detection framework, 
using the Nano (YOLOv8n) and variants. These architectures 
were chosen due to their balance between detection accuracy 
and computational efficiency, which makes them suitable for 
real-time deployment on edge devices. As discussed by 
Surantha and Sutisna [5], lightweight models such as 
quantized Tiny YOLO are critical for execution in resource-
constrained platforms like Raspberry Pi, where inference must 
occur with minimal latency and limited energy consumption. 
Similarly, Mittal [6] emphasized that compact YOLO variants 
remain among the most effective object detectors for edge AI 
environments, outperforming alternative lightweight 
architectures in the trade-off between speed and accuracy.

Within the transportation domain, YOLO has proven to be 
a leading one-stage detector. Nguyen et al. [8] empirically 
compared multiple YOLO versions (v3–v8) and demonstrated 
that YOLOv5 and YOLOv8 outperform earlier versions 
across different datasets and IoU thresholds, making them 
more suitable for road transportation applications that demand 
real-time processing. Minh et al. [9] confirmed the robustness 
of YOLOv8 in traffic accident detection, even under adverse 
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weather conditions, reinforcing its reliability in dynamic 
public transport environments. 

Furthermore, recent studies have demonstrated the 
feasibility of deploying YOLO in edge and embedded 
scenarios. Okano et al. [10] validated YOLOv8 Nano and ran 
it on a CPU-only Raspberry Pi, showing that compact models 
can achieve reliable inference in constrained hardware 
environments. Liang et al. [11] introduced Edge YOLO, 
integrating edge–cloud cooperation to support low-latency 
detection in autonomous vehicles, which further illustrates the 
adaptability of YOLO-based approaches in intelligent 
transportation systems.

Based on these findings, YOLOv8n was selected for this 
study to evaluate its ability to perform passenger detection and 
counting in bus environments under real-world edge 
computing constraints. 

C. Training Environment 

Training was conducted using the Ultralytics YOLOv8 
framework (v8.3.145) on Python 3.10.16 with PyTorch 
2.7.0+cu126. The experiments were executed on a 
workstation equipped with an NVIDIA GeForce RTX 3050 
Laptop GPU (6 GB VRAM, 5938 MiB available) and 24 GB 
of system memory, with CUDA acceleration enabled. 

YOLOv8n  models were trained using the standard 
Ultralytics API. The training was configured with a batch size 
of 8, image size of 640 × 640 pixels, and a maximum of 500 
epochs. Early stopping was disabled (patience=0) to allow the 
models to complete all training iterations. The process was 
initiated using the following command: 

model.train( data=arquivo_config,   batch=8, epochs=200, 
imgsz=640, patience=0, name='yolov8n_modelo') 

This setup ensured reproducibility and compliance with 
the computational constraints of the available hardware, while 
following best practices for training lightweight object 
detection models suitable for subsequent deployment on edge 
devices [5], [6], [8]–[11]. 

D. Deployment and Testing 

Edge Evaluation Setup: To assess performance in a 
realistic embedded scenario, inference was executed directly 
on a Raspberry Pi 5 (ARM Cortex-A76 CPU, 8 GB RAM) 
using the trained YOLOv8n models (trained for 100 and 200 
epochs). Evaluation was conducted on a test set of 253 images 
with ground-truth labels, using a confidence threshold of 0.25 
and an image size of 640 pixels. The evaluation script 
batch_eval_passengers1.py was used with the following 
parameters: 

--images_dir /test/images --labels_dir /test/labels --model 
/best200.pt --class_id 0 --imgsz 640 --conf 0.25 

This procedure enabled the measurement of detection 
accuracy metrics (Precision, Recall, F1-score, mAP@0.5, and 
mAP@0.5:0.95) under real-world edge deployment 
conditions. 

The trained models will be deployed on a Raspberry Pi 5 
(8 GB RAM, ARM Cortex-A76 CPU, Broadcom BCM2712 
SoC) running a Linux-based operating system. This device 
was selected as it reflects the constraints of edge computing 

environments for real-time embedded applications in public 
transportation. 

Deployment will be performed using the official 
Ultralytics YOLOv8 runtime in Python, with dependencies 
optimized for ARM64 architecture. The evaluation process 
will measure both accuracy metrics—including Precision, 
Recall, and mean Average Precision (mAP@0.5 and 
mAP@0.5:0.95)—and computational performance metrics, 
namely inference latency (ms per frame) and frames per 
second (FPS) under live video streams. 

To simulate realistic operational conditions, inference will 
be executed on test images and video sequences extracted 
from the PCDS dataset [12]. Additional monitoring will be 
conducted to evaluate resource utilization (CPU and memory 
load) during inference. The goal of this stage is to validate 
whether the YOLOv8n  models, trained under GPU 
workstations, can maintain reliable performance and 
responsiveness when executed on a constrained edge device, 
consistent with previous applications of YOLOv8 in real-
world industrial and agricultural scenarios [5], [10], [11], [13]. 

E. Evaluation Metrics 

The performance of the models will be assessed using 
standard object detection benchmarks. Precision (P) measures 
the proportion of correctly detected passengers among all 
detections, indicating resistance to false positives. Recall (R) 
evaluates the proportion of actual passengers correctly 
identified, reflecting the model’s ability to minimize false 
negatives. The mean Average Precision (mAP) summarizes 
the area under the Precision–Recall curve and serves as the 
primary accuracy indicator. Specifically, mAP@0.5 uses an 
Intersection over Union (IoU) threshold of 0.5, while 
mAP@0.5:0.95 averages across IoU thresholds from 0.5 to 
0.95, providing a stricter evaluation. The F1-score, as the 
harmonic mean of Precision and Recall, balances the trade-off 
between the two. 

In addition to detection accuracy, computational 
performance metrics will also be considered. These include 
inference latency (ms per frame), a critical factor for 
validating the real-time feasibility of embedded hardware, 
such as the Raspberry Pi 5. Prior studies have shown that 
latency and energy consumption are essential metrics for 
benchmarking lightweight detectors on edge devices [14]. In 
particular, Rey [15] demonstrated that YOLOv8n  can be 
effectively evaluated on platforms such as the Raspberry Pi 5 
and Jetson Orin Nano, where latency is just as crucial as mAP 
in determining deployment viability. These studies highlight 
that accuracy alone is insufficient to validate embedded 
deployment, since latency and energy profiling are equally 
critical. This limitation is acknowledged in our work and will 
be addressed in future experiments. 

Together, these metrics provide a comprehensive 
framework to assess both detection accuracy and real-time 
applicability, ensuring that the proposed models are suitable 
for embedded passenger monitoring systems in public 
transportation. 

IV. RESULTS AND ANALYSIS

A. Model Training Results 

The training of YOLOv8n  models was conducted with the 
PCDS dataset [12]. The performance was evaluated after 100 
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and 200 epochs using the metrics defined in Section III-E. 
Table II summarizes the obtained results. 

As shown in Table II, both models achieved competitive 
results. The YOLOv8  obtained the highest precision at 100 
epochs, while the YOLOv8n model demonstrated stable 
behavior across epochs, with only marginal improvement in 
mAP@0.5:0.95 at 200 epochs (0.733 versus 0.728). This 
indicates that the model maintains generalization capacity 
without significant variation under extended training. The 
inference time remained similar (~13–14 ms/image) in the 
GPU environment, suggesting that computational differences 
are expected to be more evident under edge deployment 
conditions. 

TABLE II. DATASET PARTITIONING FOR YOLOV8 TRAINING 
AND EVALUATION 

Model 
Epoch

s 

Precisio

n 

Recal

l 

mAP@0.

5 

mAP@0.5

:0.95 
F1-score 

YOLOv8
n 

100 0.966 0.930 0.955 0.728 0.946 

YOLOv8
n 

200 0.960 0.926 0.952 0.733 0.943 

Figure 1. Evolution of mAP@0.5 for YOLOv8n at 100 
and 200 epochs. 

Fig. 1. mAP evolution at 100 and 200 epochs 

Figure 2. Precision, Recall, and F1-score evolution for 
YOLOv8n. 

Fig. 2. Precision, Recall, and F1-score evolution 

Figure 3. Summary of performance metrics for YOLOv8n.

Fig. 3. Precision, Recall, and F1-score evolution 

These results indicate that the YOLOv8n model achieved 
consistently strong performance across both training 
durations. 

At 100 epochs, it reached slightly higher precision (0.966) 
and recall (0.930), whereas at 200 epochs, the model 
maintained competitive accuracy (Precision 0.960, Recall 
0.926) and showed marginal improvement in stricter 
evaluation with mAP@0.5:0.95 (0.733 versus 0.728). This 
balance demonstrates that YOLOv8n can generalize 
effectively without significant overfitting, even when trained 
for extended epochs. 

Overall, these outcomes confirm that YOLOv8n presents 
robust accuracy and stability, reinforcing its suitability for 
deployment in resource-limited environments such as the 
Raspberry Pi 5. The results align with prior findings that 
emphasize the effectiveness of lightweight architectures for 
embedded systems and transport applications [5], [10], [11], 
[13], [14], [15]. 

B. Analysis of Edge Deployment Prospects 

The deployment of trained models in embedded platforms 
requires a careful balance between detection accuracy and 
computational efficiency. The results presented in Section IV-
A indicated that YOLOv8n could achieve competitive 
performance under training conditions. To validate this in 
practice, inference was tested directly on the Raspberry Pi 5 
using 253 labeled images at a confidence threshold of 0.25. 

Although runtime profiling on the Raspberry Pi 5 was not 
fully measured, inference time on the training workstation 
averaged 13–14 ms per frame, suggesting potential for near 
real-time throughput in embedded conditions. However, 
latency, throughput (FPS), and energy consumption were not 
directly evaluated on the Raspberry Pi 5, and therefore remain 
a target for future work. 

The outcomes demonstrate that the model sustains 
excellent accuracy when executed in an embedded 
environment. After 100 epochs, YOLOv8n achieved a 
Precision of 0.982, a Recall of 0.994, an F1-score of 0.988, an 
mAP@0.5 of 0.994, and an mAP@0.5:0.95 of 0.798. At 200 
epochs, the model maintained similar behavior with a 
Precision of 0.986, a Recall of 0.996, an F1-score of 0.991, an 
mAP@0.5 of 0.996, and an mAP@0.5:0.95 of 0.805. These 
results confirm that extended training brings small but 
measurable improvements in stricter evaluation criteria while 
preserving robust generalization. 

Although previous studies [5], [6], [10], [11], [14], [15] 
have reported latency gains for lightweight YOLO variants in 
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edge scenarios, the present evaluation focused exclusively on 
accuracy. Runtime profiling on the Raspberry Pi 5 was not 
measured in this experiment and remains a subject for future 
work. 

In summary, the embedded tests confirm that YOLOv8n 
consistently delivers high accuracy for passenger detection on 
the Raspberry Pi 5. Its balance between robustness and 
efficiency supports its suitability for large-scale deployment 
in intelligent transportation systems. 

The deployment of trained models in embedded platforms 
requires a careful balance between detection accuracy and 
computational efficiency. The results presented in Section IV-
A indicate that both YOLOv8n  can achieve competitive 
performance, but their trade-offs suggest different levels of 
suitability for edge deployment. 

The YOLOv8n  reached higher precision at early training 
stages, but its performance tended to degrade with extended 
epochs, indicating potential overfitting. In contrast, YOLOv8 
Nano provided more stable generalization and superior results 
in stricter metrics (mAP@0.5:0.95), which are critical for real-
world deployment where variations in passenger density and 
occlusion are common. These findings reinforce that 
lightweight architectures are advantageous when models must 
operate under resource-constrained devices [5], [6], [10], [11]. 

Considering the hardware limitations of the Raspberry Pi 
5 (ARM Cortex-A76 CPU, 8 GB RAM), inference time and 
memory usage are expected to be decisive factors. While the 
GPU environment measured similar times (~13–14 
ms/image), previous studies highlight that the YOLOv8n 
variant achieves better efficiency in edge scenarios, often 
outperforming heavier models in latency and energy 
consumption [14], [15]. This suggests that YOLOv8n has 
greater potential for real-time passenger detection in buses, as 
it combines reduced model size with robust accuracy. 

Furthermore, recent works demonstrate that YOLO-based 
models can be effectively optimized for embedded 
deployment using techniques such as quantization and model 
compression [13], [15]. These strategies further enhance 
inference speed and reduce energy consumption, thereby 
improving the feasibility of large-scale adoption in public 
transport systems. 

In summary, YOLOv8n emerges as the most promising 
candidate for deployment on the Raspberry Pi 5. Its balance 
between accuracy, robustness, and computational cost ensures 
reliable performance in the dynamic and resource-constrained 
environment of intelligent public transportation. 

C. Discussion 

The results obtained in this study demonstrate the 
feasibility of deploying YOLOv8n for passenger monitoring 
in public transportation. The embedded evaluation on the 
Raspberry Pi 5 confirmed that the model can sustain high 
accuracy even under resource-constrained conditions. After 
100 epochs, YOLOv8n achieved a precision of 0.982, a Recall 
of 0.994, an F1-score of 0.988, an mAP@0.5 of 0.994, and an 
mAP@0.5:0.95 of 0.798. After 200 epochs, it achieved a 
Precision of 0.986, a Recall of 0.996, an F1-score of 0.991, an 
mAP@0.5 of 0.996, and an mAP@0.5:0.95 of 0.805. These 
results indicate that extended training provides marginal 
improvements in stricter evaluation metrics while preserving 
robust generalization. 

These findings are consistent with prior literature 
emphasizing the role of lightweight and edge-oriented 
architectures. Surantha and Sutisna [5] and Mittal [6] 
highlighted that compact detectors, such as YOLO-tiny or 
YOLOv8n, provide the best trade-off between speed and 
accuracy under constrained resources. Similar conclusions 
were reached in industrial and agricultural domains, where 
YOLOv8 models have been successfully deployed on 
Raspberry Pi platforms [10], [13]. Liang et al. [11] also 
showed that edge–cloud cooperation strategies can further 
expand the applicability of such models in real-time systems. 

When focusing on the transportation domain, Nguyen et 
al. [8] and Minh et al. [9] confirmed that YOLOv8 variants are 
well-suited for tasks such as traffic monitoring and accident 
detection. The present work extends this evidence by 
demonstrating that YOLOv8n can also be deployed for 
passenger counting in buses, achieving excellent detection 
accuracy in embedded evaluation. More recent benchmarking 
studies further validate the importance of latency as a metric 
for edge AI deployment [14], [15]. Although latency was not 
measured in this experiment, the accuracy results obtained in 
the Raspberry Pi 5 provide strong evidence of the model’s 
suitability for real-world transport applications. 

The novelty of this work lies in extending the application 
of YOLOv8-based edge computing solutions to passenger 
counting inside buses, an area that remains underexplored in 
the literature. By combining a transportation-specific dataset 
(PCDS) with lightweight object detection and embedded 
validation on the Raspberry Pi 5, this study provides 
experimental evidence that supports the integration of real-
time AI systems into smart mobility infrastructures. 

V. CONCLUSION 

This study presented the development and evaluation of an 
embedded passenger counting system based on YOLOv8n, 
deployed on a Raspberry Pi 5 for real-world applicability in 
public transportation. The results demonstrate that the model 
can achieve consistently high accuracy under constrained 
hardware conditions. After 100 epochs of training, the system 
reached a Precision of 0.982, a Recall of 0.994, and an 
mAP@0.5 of 0.994, while at 200 epochs, it maintained robust 
performance with a Precision of 0.986, a Recall of 0.996, and 
an mAP@0.5 of 0.996, with small but measurable 
improvements in stricter evaluation criteria (mAP@0.5:0.95). 

These findings confirm the suitability of YOLOv8n as a 
lightweight yet practical architecture for embedded AI 
applications in intelligent transportation systems. The 
experiments validate that passenger counting using onboard 
edge devices can be both reliable and scalable, providing 
operators with accurate occupancy information in real time. 

While the Raspberry Pi 5 evaluation confirmed strong 
detection accuracy, it did not include runtime profiling. For 
large-scale deployment in public transportation, metrics such 
as latency (ms/frame), throughput (FPS), CPU/memory 
utilization, and energy consumption are decisive. 
Additionally, the experiments were conducted using the 
PCDS dataset, which, although suitable for passenger 
counting tasks, does not capture the full variability of real-
world bus operations, such as extreme occlusions, nighttime 
lighting, or unexpected passenger behaviors. Expanding the 
dataset with more diverse and challenging examples will be 
essential to validate the robustness of the proposed model in 
real deployment scenarios. 
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Future work will address these aspects through extended 
experiments in real buses, supported by optimization 
strategies such as quantization, pruning, and hardware 
accelerators (e.g., Coral TPU or Hailo-8). Furthermore, 
integration with cloud-based monitoring platforms and 
intelligent fleet management systems represents a key step 
toward scaling the proposed solution in smart urban mobility 
infrastructures. 

Another important direction for future work is the 
integration of the proposed passenger counting system with 
broader Intelligent Transportation System (ITS) components, 
including fleet management, route planning, and passenger 
information platforms. Such integration is essential to ensure 
scalability and to maximize the system’s impact in real-world 
smart mobility ecosystems. 

Moreover, the deployment of camera-based monitoring 
systems in public transportation raises ethical and privacy 
concerns. Future research should carefully address issues such 
as data protection, informed consent, and the potential misuse 
of passenger information, ensuring that such systems are 
deployed in a safe, transparent, and socially responsible 
manner. 

In summary, the research confirms that YOLOv8n is a 
viable and promising solution for large-scale adoption in 
innovative mobility systems. Its balance between accuracy, 
robustness, and computational cost ensures reliable 
performance for passenger monitoring in the dynamic and 
resource-constrained environment of intelligent public 
transportation. 
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