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Abstract
Patient case design in problem-based learning (PBL) must balance realism, educational 
value, and feasibility. Generative artificial intelligence (genAI)-enabled virtual patients 
may facilitate this balance, but their use must be examined. In March 2024, 37% of 
second-year students at a small, community-based medical school in the Midwestern U.S. 
participated in the pilot implementation of a genAI-enabled virtual patient in a required 
PBL tutorial. Two groups of students (N = 13) opened the patient case by interviewing a 
genAI-enabled avatar. For comparison, two groups (N = 13) gathered patient history in-
formation using the school’s legacy system, a searchable multimedia database [Electronic 
PBL Module (ePBLM)]. All groups had the same expert faculty facilitator. The groups’ in-
teractions were examined using descriptive observation. Students’ perceptions and their re-
call of patient history information were assessed using locally developed instruments. Ge-
nAI presented essential case content accurately, occasionally deviating from non-essential 
content. GenAI students spent approximately 10 min longer on history-taking than ePBLM 
students, collaboratively troubleshooting interaction with the AI. GenAI students rated the 
clinical accuracy and teamwork aspects of their experience significantly higher than their 
previous experiences using ePBLMs, however, they treated the avatar like a sophisticated 
and engaging “question base,” rather than a virtual patient. Patient history information 
recall was near ceiling across conditions. Our study provides clues for supporting clinical 
learning when representing patients realistically within PBL tutorials. Enhancing students’ 
history-taking from genAI-enabled virtual patients should include framing the experience: 
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prompting students to experiment with AI’s capabilities and helping them recognize and 
adapt to its limitations.

Keywords  Problem-based learning · Generative artificial intelligence · History-taking · 
Virtual patients

1  Introduction

In a medical problem-based learning (PBL) curriculum, patient cases provide the organiz-
ing structure, intended to motivate students’ intrinsic curiosity and provide a platform for 
exercising higher-order thinking, including clinical reasoning (Barrows & Tamblyn, 1980; 
Wee et al., 2001). Patient cases must stimulate the problem-driven collaboration that defines 
PBL—questioning, explanation and elaboration, identification of knowledge gaps, and dis-
covery of physical mechanisms of action—to achieve its integrated knowledge and clinical 
learning objectives (Cianciolo & Regehr, 2019). Patient case design is therefore a key con-
cern for PBL educators, and has been investigated for decades (Kim et al., 2006). Research 
emphasis in case design has evolved as the opportunities and challenges of implementing 
PBL curricula have, prompted by developments in technology-assisted instruction (e.g., 
Kamin et al., 2006; Ryan & Koschmann, 1994; Strømsø et al., 2007) and concerns about 
low student motivation (Dawood et al., 2021; Pyle & Hung, 2019).

Despite the longevity of this research topic, the question of how to represent patient cases 
to achieve PBL’s learning objectives—with possibilities ranging from paper and interactive 
multimedia cases to live patient actors—remains open. It is widely recognized that quality 
cases are realistic, ideally based on real patients and set in a medical context (Azer et al., 
2012; Cohen et al., 2017; Wee et al., 2001). Realistic patient representation is considered 
more engaging and provides greater opportunity for practicing clinical reasoning skills, 
such as history-taking and diagnosis (Azer, 2007; Barrows & Tamblyn, 1980; Cook & Tri-
ola, 2009). However, too much realism relative to students’ level of training may make the 
simulated patient encounter overwhelming or distracting, which detracts from the case’s 
knowledge-acquisition objectives (Barrows & Tamblyn, 1980; Bearman, 2003; Cook & 
Triola, 2009).

At a time when student engagement in PBL is flagging (Dawood et al., 2021; Kilgour 
et al., 2016; Walling et al., 2017) and technologies for representing patients are burgeon-
ing (Chu & Goodell, 2024; Potter & Jeffries, 2024; Sardesai et al., 2024; Webb, 2023), 
researching new ways to operationalize realism seems a reasonable step toward modern-
izing and sustaining PBL for future learners. For instance, research suggests that enhancing 
the patient’s social presence (i.e., physical, psychological, and social proximity to learn-
ers) may motivate students to discuss the case and engage in independent research (Pyle 
& Hung, 2019). Manipulating social presence via changes to case modality (written text, 
audiovisual, face-to-face interaction) and authenticity (real vs. fictional patient) produced 
compound effects on individual and collaborative activity during a university-level health 
science PBL tutorial (Pyle & Hung, 2019). Recent advancements in generative artificial 
intelligence (genAI) may offer another way to manipulate social presence in a PBL tuto-
rial, allowing students to interact with a virtual patient based on a real clinical case, using 
a modality that can feel psychologically and emotionally immediate (Smith et al., 2025).
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Among other capabilities, genAI combines machine learning technologies and large lan-
guage models to generate realistic interlocutors. Clinical learner interactions with genAI-
enabled patients currently range from interactive chat (Potter & Jeffries, 2024; Webb, 2023) 
to voice-to-voice communication with 3D-animated avatars (Chu & Goodell, 2024; Sardesai 
et al., 2024). Pilot studies suggest that learners perceive genAI-enabled patients as realistic 
(Chu & Goodell, 2024; Webb, 2023) and generally rate their usability, accuracy, and utility 
favorably (Potter & Jeffries, 2024; Sardesai et al., 2024). However, genAI development can 
be time-consuming and expensive (Chu & Goodell, 2024), and the behavior of this rapidly 
evolving technology can be unpredictable, inaccurate, and biased (Potter & Jeffries, 2024; 
Sas, 2024). Bias in genAI representations of minoritized individuals may subvert efforts to 
promote more patient-centered learning by incorporating diversity into PBL cases (Turbes 
et al., 2002; MacLeod, 2011; To et al., 2016; Krishnan et al., 2019). In addition, interaction 
with genAI can facilitate feelings of social and emotional connection that are powerful but 
not genuine, and possibly harmful to forming real human relationships (Smith et al., 2025).

Various forms of virtual patient—including PBL cases (Barrows & Tamblyn, 1980)—
have long been used to develop clinical reasoning skills, particularly history-taking and 
diagnosis (Cook & Triola, 2009; García-Torres et al., 2024); however, historical forms 
largely constrained realism to something the educator could control (e.g., high-fidelity, but 
prefabricated patient responses to learner queries). Using genAI in PBL promotes realistic 
clinical interactions, but it weakens educator control and introduces new risks of inaccura-
cies and bias, with unknown impact on students or their learning. Our exploratory study 
therefore investigated what happened when a genAI-enabled virtual patient was introduced 
within a PBL tutorial under semi-controlled conditions. We observed interactions among 
students and the genAI during patient history-taking, and we examined these interactions 
in the context of students’ perceptions of learning quality and recall of case content. We 
aimed to characterize the impact of using a genAI-enabled patient on PBL learning process, 
including potential liabilities and associated targets for risk mitigation. Research of this 
nature is needed as a foundational step to ensuring meaningful and sustainable educational 
intervention (Hamza & Regehr, 2021).

2  Method

2.1  Overview

This study used a between-groups, mixed-methods approach (Schifferdecker & Reed, 2009) 
to explore medical student interactions with a genAI-enabled patient during a PBL case 
opening, using interactions with multimedia patient case materials for comparison. Two 
student groups conducted voice-to-voice history-taking with a virtual patient avatar (genAI 
condition). Two others gathered patient history information from a database using keyword 
search (Electronic PBL Module [ePBLM] condition). We used descriptive observation of 
audio recordings to characterize students’ interactions with both patient modalities. For con-
text, we also surveyed students’ perceptions of their learning experience and their recall of 
patient history information.
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2.2  Context/Setting

This study occurred in March 2024 at a small, community-based medical school in the 
Midwestern U.S., where the 2-year basic science curriculum is delivered using hybrid PBL 
(Armstrong, 1997). PBL tutor groups comprise 6–8 students and a facilitator who meet 
multiple times weekly to exercise clinical reasoning with real-world patient cases, discuss 
the case content and identify knowledge gaps, and develop shared understanding of the 
patient’s condition and treatment (Barrows, 1994; Cianciolo, et al., 2016; Dawood, et al., 
2021; Koschmann, et al., 2012; Ryan & Koschmann, 1994; Walker, et al., 2015). Students 
collaboratively “open” a case by gathering patient history information, physical exam find-
ings, and test results, forming a differential diagnosis and identifying self-directed learning 
objectives. Students “close” the case a few days later by discussing their self-directed learn-
ing findings, the implications of their new knowledge for understanding the patient’s condi-
tion, and the patient’s care outcomes. Our school pioneered ePBLMs 30 years ago (Ryan & 
Koschmann, 1994), and they are used throughout our PBL curriculum.

2.3  Participants

Participants comprised 26 second-year medical students (37% of the Class of 2026), a con-
venience sample recruited via word of mouth by their peers on our investigator team (RG, 
KL, AM, JS). There were no inclusion/exclusion criteria. Among the 14/26 participants who 
provided demographics, 79% self-identified as women and 20% self-identified as belonging 
to a minoritized racial/ethnic group.

Participation involved opening the first required case of the final unit in our basic science 
curriculum (Endocrinology, Reproduction, and Gastroenterology [ERG]), approximately 3 
months prior to taking U.S. Medical Licensing Examination, Step 1. Participation offered 
volunteers an alternative to opening the case with their assigned tutor groups, possibly using 
a genAI-enabled simulated patient. Volunteers signed up for a time slot convenient for them, 
with knowledge of who else had selected the same time slot, but without knowledge of the 
condition (genAI or ePBLM) they would be assigned to. After sign-up, the medical student 
co-investigators assigned conditions to time slots based on their own availability and prefer-
ence for proctoring.

This study was deemed non-human subjects research by the Springfield Committee on 
Research Involving Human Subjects (6 February 2024). The facilitator for all 4 groups, an 
ERG faculty member on the investigator team—locally considered a master PBL tutor with 
16 years’ experience—described the study to participants and received their verbal consent 
to participate with audio-recording (accomplished via WebEx). Participants in all groups 
were offered pizza and drinks during their tutorial. No other incentives were provided. Fol-
lowing participation, volunteers reported back to their assigned tutor group to close the case 
and complete the ERG unit.
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2.4  Materials

2.4.1  Patient Case—Randy Rhodes

Randy Rhodes is a 54-year-old man who presents to the family medicine clinic with a rash 
on his arm. His diagnosis is Diabetes Mellitus Type 2. Based on a real patient seen in our 
school’s clinic, the case is designed to teach pathology, pharmacology, and other topics 
associated with this diagnosis (e.g., metabolic syndrome) as 1 of 20 cases comprising the 
ERG PBL curriculum. Participants interacted with Randy Rhodes to gather patient history 
information either via ePBLM or genAI:

ePBLM. ePBLM cases allow students to gather information serially, using keyword 
searches to simulate history-taking, physical examination, testing/imaging, and procedures 
(Fig. 1) (Ryan & Koschmann, 1994). Answers returned to students’ queries are presented as 

Fig. 2  Screen capture of the Year 2 medical student user interface for the generative AI-enabled patient, 
Randy Rhodes, a 3D-animated avatar in a clinical exam room developed using Unreal Engine 5.0 and 
Metahuman, March 2022

 

Fig. 1  Screen capture of the Year 2 medical student user interface for the Randy Rhodes electronic prob-
lem-based learning module (ePBLM), March 2024
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realistically as possible using multimedia. For instance, ePBLMs return scripted responses 
to patient history queries (e.g., “I’ve had this rash for 3 months.”).

GenAI. Students gather patient history information from the genAI-enabled patient via 
voice-to-voice interaction with a 3D-animated avatar situated in a simulated clinical exam 
room and developed using Unreal Engine 5.0 and Metahuman (Fig. 2). The avatar’s tech-
nical infrastructure comprises a combination of commercial platforms. A local speech-to-
text model transcribes students’ spoken queries, and we use ElevenLabs APIs to synthesize 
the avatar’s custom voice responses. Simultaneously, the D-ID facial animation platform 
renders the avatar’s visual expressions in real-time to create a full audiovisual experience. 
To produce the avatar’s responses, we use API calls to OpenAI’s GPT-4o large language 
model, which processes students’ transcribed queries based on custom agent instructions 
informed by the faculty-generated case materials contained in the Randy Rhodes ePBLM 
database (see Online Resource 1 for details). The scope of the avatar’s responses is shaped 
by “guardrails” placed to optimize the case’s educational value. For instance, one guardrail 
prevents Randy from revealing his diagnosis directly to students, while others ensure accu-
rate presentation of pertinent positive findings. Within these limits, the genAI is allowed 
to respond adaptively to students’ questions, as overly restricting large language models 
produces robotic, unrealistic interlocutors (Horkan, 2024; Tancredi, 2024).

2.4.2  Descriptive Observation Notes

Once all 4 tutor groups had met, 5 co-investigators conducted descriptive observation 
(Spradley, 1980) of the audio-recordings, documenting their notes using a locally created 
template (Online Resource 2). The template prompted observers to (1) document a reflex-
ivity reflection; (2) describe noteworthy occurrences observed in the audio-recording; and 
(3) report their reactions to these occurrences. We designed the template this way to allow 
observers to voice their opinions and reflections, but in a bracketed way that preserves 
objectivity in how noteworthy occurrences are documented. The lead observer (AC) was 
a behavioral scientist with experience conducting observational research of PBL tutori-
als (Cianciolo et al., 2016) who was uninvolved in the development of the genAI-enabled 
patient and inclined to approach genAI with caution. The other observers (HF, AM, ZP, KS) 
were medical student co-investigators who were involved in the genAI-enabled patient’s 
development and had insight into how it was supposed to behave. Collectively, this team 
was well-positioned to understand student behavior and to identify opportunities and limita-
tions in patient modality across groups.

2.4.3  Learner Perceptions Survey

This 8-item survey assessed participants’ perceptions of PBL tutorials using either ePBLM 
or genAI. Participants used a scale of 1 to 5 to rate how positively they view several aspects 
of tutorial quality and impact (impact on improving clinical knowledge, clinical simula-
tion accuracy, impact on clinical knowledge retention, enjoyability, stressfulness, allowance 
for teamwork, interestingness, impact on confidence) when either patient modality is used. 
This instrument was locally developed due to the lack of an existing instrument relevant to 
our curriculum. However, the general dimensions of perception assessed (accuracy/realism, 
utility/perceived impact, engagement) were judged by the behavioral scientist on our team 
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(AC) to be typical of those examined in other studies of simulated patients (e.g., García-
Torres et al., 2024; Sardesai et al., 2024; Wimmer et al., 2014). The composite score for each 
form comprised the sum of ratings across all 8 items (item 5 was reverse-coded), ranging 
from 8 to 40 and representing how much positive perception participants have of their over-
all PBL tutorial experience using each patient modality (Online Resources 3–4).

2.4.4  Patient History Information Quiz

This 11-item, short-answer quiz (Online Resource 5) assessed knowledge of Randy Rhodes’s 
demographic information, medical history, and symptoms immediately following the PBL 
tutorial and 2 weeks later. We assessed knowledge this way to explore whether interacting 
with genAI can make patient case information more memorable, for longer, potentially serv-
ing students later in their training the way a prior (real) patient experience might. Lacking 
an existing instrument to assess case-specific knowledge, AM developed the items locally 
using the faculty-developed case materials. Item quality (i.e., consistency with the case, 
readability) was verified by two members of the research team with extensive Randy Rhodes 
case experience (ST) and performance assessment research experience (AC). Quizzes were 
graded by 2 student co-investigators (AM, JS) masked to the condition (ePBLM or genAI) 
and timing (immediate or delayed) when the quiz was completed. According to a faculty-
verified key, each short answer could receive 0 points, ½ point, or 1 point, and the possible 
range of total scores was 0 to 11, representing the quantity of patient history information 
recalled from the Randy Rhodes case. Both co-investigators independently graded the first 
5 quizzes to establish consistency with the rating criteria, after which 1 co-investigator (JS) 
graded the remaining 52 quizzes.

2.5  Procedure

All 4 groups met in a room arranged to mimic a typical PBL classroom and equipped with 
the tools needed to interact with the simulated patient: a keyboard and mouse to search 
the ePBLM database and a push-to-talk microphone to interview the AI. After consent, 
participants completed the Learner Perceptions Survey-ePBLM, rating their perceptions of 
ePBLM tutorials generally based on their nearly 2 years’ experience in our PBL curricu-
lum. Surveys were proctored by 1 of 4 student co-investigators (RG, KL, AM, JS) who 
also answered participant questions, operated the patient-interaction tools (i.e., push-to-talk 
microphone, the keyboard and mouse), and managed audio-recording. With minimal direc-
tion from the faculty facilitator, all 4 groups conducted the case opening. Immediately fol-
lowing, participants completed the Patient History Information Quiz and retook the Learner 
Perceptions Survey, rating their perceptions of PBL tutorials using the type of simulated 
patient they had just interacted with (ePBLM or genAI). Two weeks later, participants indi-
vidually retook the Patient History Information Quiz, proctored by a student co-investigator 
(AM, KL, or RG), at times and campus locations of convenience.
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2.6  Data Analysis

2.6.1  Observation Data

Observation notes were analyzed inductively by 4 members of the 5-person observation 
team (AC, HF, ZP, KS). For each group, the lead analyst (AC) compiled the independent 
observers’ notes into one set, arranging these notes chronologically to create detailed, multi-
perspective documentation of noteworthy events and associated bracketed reflections that 
occurred during each tutorial. The noteworthy events documented overlapped substantially 
among the researchers. Next, all analysts independently reviewed each set of compiled field 
notes to identify regularities in the interactions among people and case materials. Coded as 
regularities were recurring interactional behaviors such as consistencies in patient interview 
strategies or commonalities among occurrences of paused activity or silence. Analysts also 
coded interactional behaviors potentially reflective of how students oriented to the patient 
case or each other (e.g., referring to the patient with personal pronouns or seeking input 
from peers). All analysts worked collaboratively to develop codes iteratively through a 
process of independent coding, consensus-building discussion, codebook refinement, and 
re-coding until a consensus coding for all four groups was achieved (Online Resource 6). 
Finally, all analysts collaboratively reviewed the codes within and across participant groups 
to describe patterns in PBL learning process associated with type of patient representation.

2.6.2  Survey/Quiz Data

To examine the effect of condition (ePBLM vs. genAI) on participants’ perceptions and 
recall of patient history information, we fitted linear regression models using ordinary least 
squares (OLS) estimation. All statistical tests were two-tailed with α = 0.05. Confidence 
intervals were calculated using a Wald t-distribution approximation. All analyses were per-
formed using R version 4.5.0 using standard statistical and visualization packages (lme4, 
emmeans, sjPlot, gtsummary, ggplot2, and related packages).

3  Results

3.1  Tutorial Time

GenAI tutorials took longer (55–65 min) than ePBLM tutorials (36–39 min), in part due 
to time spent history-taking. GenAI groups spent approximately 10 min longer taking the 
patient history than ePBLM groups (24–30  min vs. 16–19  min for genAI and ePBLM 
groups, respectively). In addition, only genAI groups concluded the tutorial by communi-
cating the group’s diagnosis and initial management plans to the patient (10–12 min).

3.2  Student History-Taking: Interactions with the Patient Representation

ePBLM students collaboratively identified what patient history information to gather (e.g., 
whether the rash was painful) and nominated keywords most likely to produce it (e.g., 
“Pain.”). Occasionally, difficulty identifying the right keyword frustrated their efforts, or 
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the sought-after information was incomplete or discovered when looking for something 
else (e.g., “Students troubleshoot to try and find what dangerous substances Randy may be 
exposed to. They try “exposures,” then “hazards,” but find the listing under “occupation.”). 
All observers noted that the flow of history-taking in these groups was typical for tutorials 
in our PBL curriculum.

GenAI students collaboratively questioned the AI and appeared to find the avatar’s 
appearance, voice quality, and behavior plausible; no language or interactions suggested 
an aversive reaction to the patient modality overall. Most of the students’ questions were 
closed-ended, seeking a yes/no, single-word, or short-answer response (e.g., “Has [the rash] 
been getting worse over the past 3 months?”), and they often used jargon or formal, medi-
cal tone. In general, students seemed more focused on how to gather history information 
efficiently than on approximating interaction with a real human. However, Group 1 adopted 
a more open and experimental stance than Group 2, more often using the patient’s name 
in their interview questions (e.g., “Randy, does anything make the rash better?”), inferring 
sentience or agency from the AI’s behavior (e.g., “He’s pulling an attitude.”), and reacting 
to the AI’s responses appreciatively, empathetically, or playfully. Uncertainty regarding how 
realistically to engage clinically with the AI was illustrated by a Group 1 student’s ques-
tion to the tutor: “Can we give him advice or is it [the AI] just, like, a question base?” Both 
groups encountered some difficulty with voice-to-voice communications, causing frustra-
tion (e.g., temporary withdrawal from asking questions), but observers did not note persis-
tent effects of these technical challenges in either group.

3.3  GenAI-Enabled Patient—Content Representation

The genAI-enabled patient presented pertinent positive findings consistently with the 
ePBLM. Deviations occurred when the AI responded to questions for which the ePBLM 
content was minimal or provided a non-pertinent negative finding. For example, the ePBLM 
content returned if students queried about headaches was “Only on occasion.” When genAI 
students asked about headaches, it replied: “I haven’t had any significant headaches to note” 
in one group, and “[headaches] for a few months now, on and off” in the other. When 
queried regarding drug and alcohol use, the ePBLM returned “Rarely a beer or two on the 
weekend.” By contrast, the genAI reported occasional recreational marijuana use.

Although Group 1 was observed as more engaged in interacting with the AI, it did not 
appear to respond in kind. The AI tended to provide more forthcoming responses to Group 
2’s questions, and these responses sometimes provided pertinent positive findings inciden-
tally (e.g., “AI also volunteers an increase in urinary frequency in response to this question 
[about fatigue].”). The AI in Group 2 also tended to embellish its responses more often, 
which seemed to feature rapport-building strategies (e.g., “Randy describes the rash on his 
arm, finishing with: ‘It’s driving me nuts, man.’”). By contrast, the AI’s responses in Group 
1 tended to use language that paralleled the students’ questions, and sometimes delivered 
these responses in an irritable tone of voice, which the students found surprising, but non-
disruptive to the group dynamic.
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3.4  Student History-Taking: Group Interaction

Observers noted a high level of interaction among students, regardless of condition. ePBLM 
students contributed keywords, asked each other clarification questions regarding the infor-
mation gathered, and conferred on its implications. GenAI students had to phrase their 
questions naturalistically, and they worked collaboratively on phrasing and troubleshooting 
incomplete or unexpected responses. GenAI Group 1 showed a much larger degree of col-
laborative problem solving than Group 2, both to communicate with the virtual patient and 
to interpret case content. No obvious differences were observed in tutor interjections across 
conditions, though there were fewer in the most interactive group (i.e., genAI Group 1).

3.5  Learner Perceptions Survey Data

Linear regression modeling of the learner perceptions survey data (formula: survey_
total ~ time * condition) revealed a significant effect of time (pre- vs. post-tutorial) for 
the genAI condition only [beta = 5.77, 95% CI [1.27, 10.27], t(48) = 2.58, p = .013; Std. 
beta = 1.27, 95% CI [0.28, 2.27, see also Tables 1 and 2). That is, genAI students rated their 
present PBL learning experience significantly higher overall than they rated their previous 
PBL learning experiences using ePBLMs, especially with respect to authenticity (Table 3). 
On average, students who gathered patient history information from the genAI-enabled 
patient rated the clinical accuracy of their present PBL tutorial 1.6 points higher than that of 
their previous tutorials using ePBLMs. The regression model explained a statistically sig-
nificant proportion of the variance in survey total scores [R2 = 0.25, F(3, 48) = 5.39, p = .003, 
adj. R2 = 0.21].

Table 2  Linear regression model of survey data reflecting year 2 medical students’ perceptions of simulated 
patients in Problem-Based Learning—Pairwise Contrasts, March 2024
Level1 Level2 Diff SE 95% CI t(48) p
Pre ePBLM Pre genAI 1.38 1.58 [− 1.80, 4.57] 0.87 0.464
Pre ePBLM Post ePBLM − 0.23 1.58 [− 3.41, 2.95] − 0.15 0.885
Pre genAI Post ePBLM − 1.62 1.58 [− 4.80, 1.57] − 1.02 0.464
Pre ePBLM Post genAI − 4.62 1.58 [− 7.80, − 1.43] − 2.91 0.016
Pre genAI Post genAI − 6.00 1.58 [− 9.18, − 2.82] − 3.79 0.003
Post ePBLM Post genAI − 4.38 1.58 [− 7.57, − 1.20] − 2.77 0.016
p value adjustment method: Benjamini and Hochberg (1995)
ePBLM, Electronic Problem-Based Learning Module; genAI, Generative Artificial Intelligence

Time Condition Mean SE 95% CI t(48)
Pre ePBLM 29.77 1.12 [27.52, 32.02] 26.58
Pre genAI 28.38 1.12 [26.13, 30.64] 25.35
Post ePBLM 30.00 1.12 [27.75, 32.25] 26.79
Post genAI 34.38 1.12 [32.13, 36.64] 30.71
ePBLM, Electronic Problem-Based Learning Module; genAI, 
Generative Artificial Intelligence

Table 1  Linear regression model 
of survey data reflecting year 2 
medical students’ perceptions of 
simulated patients in Problem-
Based Learning—Estimated 
marginal Means, March 2024
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3.6  Patient History Quiz Data

Immediate recall performance in both conditions was near ceiling (9.40 and 10.10 out of 
11 possible points in ePBLM and genAI, respectively), and delayed recall was also very 
high (7.94 and 8.63 in ePBLM and genAI, respectively). Linear regression modeling, with 
time (immediate vs. delayed) and condition (ePBLM vs. AI) used as predictors (formula: 
quiz ~ time + condition), explained a statistically significant proportion of the variance in 
scores [R² = 0.31, F(2, 49) = 10.82, p < .001, adjusted R² = 0.28]. A significant effect was 
found for time only (Table 4). Across conditions, students’ recall decreased significantly 
from immediate to delayed assessment, and the rate of forgetting did not differ by condi-
tion. Observations 52R² / R² adjusted 0.306 / 0.278F(2, 49) = 10.82, p < .001 Abbreviations: 
genAI, Generative Artificial Intelligence

Table 4  Linear regression model of data from a quiz assessing year 2 medical students’ knowledge of patient 
case history information (Immediate and delayed Recall), March 2024
Predictors Estimates Std. Error CI t p
(Intercept) 9.40 0.30 8.80 – 10.01 31.24 < 0.001
Time: delayed -1.46 0.35 -2.16 − -0.76 -4.20 < 0.001
Condition: genAI 0.69 0.35 -0.01 − 1.39 1.99 0.052
Observations 52
R2 / R2 adjusted 0.306/0.278
F(2, 49) = 10.82, p < .001
genAI, Generative Artificial Intelligence, Bolded values are significant at p < 0.001

Survey Item Pre-Tutorial (N = 26) Post-Tutorial 
(N = 26)

genAI
(N = 13)

ePBLM
(N = 13)

genAI
(N = 13)

ePBLM
(N = 13)

Improves clinical 
knowledge

3.8 (0.6) 3.8 (0.9) 4.2 (0.6) 3.6 
(0.7)

Simulates clinical expe-
riences accurately

2.6 (1.0) 3.1 (1.0) 4.2 (0.6) 3.5 
(0.9)

Helps clinical knowl-
edge retention

3.6 (1.0) 3.6 (1.0) 4.3 (0.6) 3.5 
(0.9)

Is enjoyable 3.5 (0.8) 3.7 (0.6) 4.7 (0.5) 3.8 
(0.8)

Is stressful* 4.1 (0.5) 3.9 (0.5) 3.8 (0.8) 4.2 
(0.6)

Allows for teamwork 3.8 (0.4) 4.0 (0.4) 4.5 (0.7) 4.0 
(0.6)

Stimulates interest in 
learning the disease at 
hand

3.4 (0.9) 3.8 (0.7) 4.4 (0.5) 3.8 
(0.8)

Improves confidence 
interacting with this 
chief complaint

3.5 (1.0) 3.8 (0.7) 4.2 (0.8) 3.5 
(0.7)

Total 28.4 (0.4) 29.8 
(0.3)

34.4 (0.3) 30.0 
(0.3)

Table 3  Item-Level data from 
survey assessing year 2 medical 
students’ perceptions of simu-
lated patients in Problem-Based 
Learning—Mean (Standard 
Deviation), March 2024

*This item is reverse-coded 
such that a higher score 
represents lower perceived 
stress
genAI, Generative Artificial 
Intelligence; ePBLM, Electronic 
Problem-Based Learning 
Module
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4  Discussion

This study followed the tradition of directly observing learner interactions with virtual 
patients (see, e.g., García-Torres et al., 2024), and it is among the few that have directly 
observed the impact of manipulating patient modality in PBL (Kamin et al., 2006; Pyle 
& Hung, 2019). Our findings suggest that a genAI-enabled patient can accurately repre-
sent essential elements of PBL case content (i.e., pertinent positive findings), stimulate the 
problem-driven interactions definitive of PBL, and allow experimentation with interview 
questioning. Students in the genAI condition spent more time on history-taking, trouble-
shooting how to pose questions and collaboratively interpret the AI’s responses. Students 
who interacted with the genAI-enabled patient reported that their learning experience was 
more enjoyable and facilitative of teamwork than did the students who interacted with mul-
timedia case content (i.e., ePBLM). However, students’ interactions with the genAI fell 
short of realistic patient interviewing; their questioning strategies generally emphasized 
efficiency and suggested perception of the genAI-enabled patient as a sophisticated and 
engaging “question base.”

There are several possible reasons why our participants did not interview the genAI-
enabled patient like a real human, even as some students seemed to anthropomorphize it. 
First, voice communication with the AI was mediated by a student co-investigator, who 
operated the push-to-talk microphone, which potentially stifled interaction with the avatar 
and reduced its social presence with the students. Technical difficulty with voice-to-voice 
communication also disrupted the flow of history-taking and sometimes caused frustra-
tion. Second, as rising third-year students, our participants were experienced with query-
ing ePBLMs, and likely brought this framework to interviewing the genAI-enabled patient 
(Bateman et al., 2013). We likely reinforced this frame by incorporating our study into 
required PBL curriculum. Finally, to maintain the study’s exploratory approach and avoid 
influencing students’ attitudes towards the virtual patient, the faculty facilitator purposefully 
did not offer students a divergent perspective on how to interact with the AI.

Studies exploring the impact of realistic patient representation in PBL have used high-
fidelity simulation in auxiliary fashion, either as a stimulating introduction to collaborative 
problem-solving or as a practice opportunity afterward (Euliano & Mahla, 1999; Nash & 
Crowther, 2018; Wimmer et al., 2014). Our study provides clues for supporting clinical 
learning when representing patients realistically within PBL tutorials. Our participants’ 
history-taking comprised predominantly closed-ended questioning and was not reflective 
of ideal patient-centered communication (Han et al., 2022; Koschmann et al., 2019). We 
are improving our voice-to-voice communication system to allow more direct, naturalistic 
interactions, and our Randy Rhodes avatar now looks more realistic. However, students may 
need encouragement from tutors to engage with the genAI-enabled patient’s capabilities to 
act humanlike (Bateman et al., 2013). This encouragement could be reinforced by a broad 
orientation to genAI, highlighting opportunities for its use in PBL, which aligns with rec-
ommendations for teaching medical students about AI (Preiksaitis & Rose, 2023). Finally, 
students may be more inclined toward humanistic interactions with genAI-enabled patients 
if implementation begins early in the curriculum, perhaps in the first year, before an alterna-
tive framework can take hold (Bateman et al., 2013).

When representing patients in PBL, realism, clinical accuracy, and resource efficiency 
are chief concerns (Azer, 2007; Azer et al., 2012; Bokken et al., 2010; Cohen et al., 2017; 
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Cook & Triola, 2009; Wee et al., 2001). If framed and facilitated effectively, genAI-enabled 
patients could potentially achieve greater social presence with students, but operationalizing 
realism in this way comes with the risks of unpredictability, inaccuracy, bias, and inappro-
priate emotional dependence (Sas, 2024; Potter & Jeffries, 2024; Smith et al., 2025). How-
ever, too much control obviates genAI’s capacity to act humanlike (Horkan, 2024; Tancredi, 
2024). Using genAI effectively in PBL therefore raises an interesting philosophical ques-
tion (Schrage & Kiron, 2025): how much and what kind of deviation from faculty control 
disrupts PBL’s goals of developing knowledge, clinical skill, teamwork, and self-directed 
learning (Barrows & Tamblyn, 1980)? In this study, the genAI embellished its responses 
to questions with minimal content in the ePBLM, usually non-pertinent negative findings. 
This embellishment sometimes produced a content deviation flagged by observers and even 
the tutor, who was very familiar with the case. Although interacting with the genAI-enabled 
patient stimulated problem-focused collaborative interactions typical of PBL (Cianciolo & 
Regehr, 2019), the impact of content deviation should be examined systematically across 
different types of cases, particularly those with more pertinent negative findings. Finally, 
the inevitability of content deviation when using genAI suggests a new tutor role in genAI-
enhanced PBL: helping students stay on track when content deviation tempts distraction.

4.1  Limitations and Future Directions

This study involved one case at one medical school, and all groups werefacilitated by a 
single, experienced faculty member enthusiastic about using genAI in PBL.Although stu-
dents were randomly allocated to condition, they all volunteered to participate in astudy 
that offered the chance to use genAI instead of the ePBLM; one could reasonably assume-
our participants also were enthusiastic about using genAI in PBL. Moreover, our medical 
schoolhas a longstanding and well-documented history of research and innovation in PBL, 
includingePBLM (Barrows, 1994; Cianciolo et al., 2016; Dawood et al., 2021; Koschmann 
et al., 2012; Ryan & Koschmann, 1994; Walker et al., 2015). We therefore conducted our 
study under “best case”conditions that may be unique to a particular group of people at 
our school. In addition, we usedlocally developed instruments to assess knowledge and 
perceptions of learning experience,which precludes generalization about our participants’ 
outcomes beyond our local setting.Although more than one-third of the class participated 
in our study, our short-term assessmentof knowledge retention and the numerous sources 
of diversity among PBL groups, includingtutor behavior and the group’s prior knowledge 
(Cianciolo, et al., 2016; Schmidt & Moust, 2000), further limit generalizability even within 
our own setting. In addition, the small number ofgroups in our study precluded statistical 
control of group effects on the patient history quiz andperceptions survey data. Given our 
sample, we selected a simpler analytical approach tooptimize statistical and explanatory 
power.

However, as first adopters of genAI-enabled patients in PBL, our aim with this study was 
not generalizability. Rather, we sought to lay the groundwork for systematically observing 
the adoption of genAI-enabled patients in PBL to facilitate their meaningful and lasting use 
for education (Hamza & Regehr, 2021). Next steps for our research involve diversifying the 
conditions under which genAI is used in our PBL curriculum and using video data to enrich 
our observational analysis. Our observations in the present study relied on audio-recorded 
data only, but video data would allow more comprehensive observations of how students 
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interact with the patient representation and with each other. In addition, assessments that 
capture differences in learning issue identification (Dolmans et al., 1993), critical thinking 
(Kamin et al., 2001) and clinical reasoning (Cook & Triola, 2009) when students interact 
with a genAI-enabled virtual patient vs. a multimedia database would allow more meaning-
ful and consistent insight into the conduct of modern PBL. Focused investigation of how 
genAI-enabled patients in PBL affect students’ clinical information gathering and use would 
integrate the virtual patient literature (Cook & Triola, 2009; García-Torres et al., 2024) with 
the literature on PBL case design (Azer, 2007; Azer et al., 2012; Bokken et al., 2010; Cohen 
et al., 2017; Pyle & Hung, 2019; Wee et al., 2001) to inform nuanced, adaptive pedagogical 
practices that optimize technology use in meeting PBL’s learning objectives.

5  Conclusion

To our knowledge, this study is the first to examine what happened when a genAI-enabled 
virtual patient was implemented in a PBL tutorial. Our study advances understanding of 
patient representation in PBL by exploring how an emerging patient simulation modal-
ity affects learner interactivity and engagement with case content. Our study also adds to 
research exploring the impact of genAI on education by directly observing learning process 
instead of relying on activity data and/or self-reported learning experiences. This work rep-
resents the first step in a program of research aimed at leveraging the unique capabilities 
of genAI to engage medical learners and promote knowledge and skill acquisition. We also 
seek to deepen conceptual understanding of patient case design and interactional processes 
in PBL, using genAI as a platform to investigate the contextual factors that influence the 
nature and extent of learner engagement.
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